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The Curious Case of RISC-V Verification

High-end Processor Architectures involve intricate maneuvers like Instruction Pipelines,
Re-ordering, and Hyperthreading

Verification of such cores requires a huge stimulus ranging over 1015 random instructions*

RISCV-DV† (coded in SystemVerilog) generates only about 10,000 instr/sec
I At this rate, it takes over Three Thousand Machine Years just to generate the stimulus

*https://semiengineering.com/what-makes-risc-v-verification-unique/
†https://github.com/chipsalliance/riscv-dv

Low-End Processor Verification

Simpler processor micro-architectures may require a lot less Simulation Cycles

But, Low-end Processor Architectures are oftenmuchmore parameterized – with
thousands, if not millions of possible configurations
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In This Talk…

Section 1 The Verification Crisis
Section 2 eUVM – UVM Plus Plus
Section 3 Smarter RISC-V Verification

Generating a Million Random Instr/Sec
Enabling RISC-V Ecosystem Integration
Enhanced RISCV Verilator/eUVM-Spike Cosim

Section 4 The Road Ahead…
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First-Time Silicon Success Rate Has Nose-Dived

Only 14% ASIC Projects in 2024 were
successful on the 1st silicon spin

Most ASICs in 2024 required 3 or more
silicon spins for production grade

Amajority (50%) of ASIC teams stated
Functional Bugs as a reason for re-spin
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The Increasing Complexity Of Hardware

Until the year 2005, Dennard’s scaling ensured that
Processor Frequency Doubled every two years

Had the Dennard’s Scaling not ended, processors
today would clock a thousand times faster

As a result, Hardware is being increasingly
deployed to handle ever growing data bandwidths,
replacing algorithmic Software

Transistor Count (thousands)

Frequency (MHz)

Number of Logical Cores

Single Threaded Performance (SpecINT X 10  )3

    Data Sourced From: https://github.com/karlrupp/microprocessor-trend-data

*

*

The Famous Last Tweet of Joe Armstrong – Co-inventor of Erlang

https://x.com/joeerl

“Once upon a timemy boss askedme to study if we should use C++ or Erlang
for a specialist XML parser to be used in a product (for reasons of speed not
energy).
My recommendations was an FPGA
We built an FPGA.
Relative speed of C++/Erlang was irrelevant compared to FPGA.”
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Why Is My Testbench So Slow?

Lack of Native Integral Types

Integral data types in SV (byte, shortint, int, longint, etc) have an implicit value change event
associated with every arithmetic variable and expression

As a result, algorithms coded in SV run an order of magnitude slower than the languages with
native data types such as C, C++, Go, Dlang, and Rust (Systems Programming Languages)

SystemVerilog Lacks A Standard Library

Bjarne Stroustrup
Image Source: Wikipedia

Doing anything significant using only basic language features – that is,
without the use of libraries – is unpleasant and unproductive. The key to
elegant code and productivity lies in the production and use of libraries.
That’s true in any language.*

*https://www.stroustrup.com/abstraction.pdf
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Testbench Is The New Bottleneck

Multicore RTL Simulation Perspective

Modern simulators enable multicore parallelism for RTL simulation
Behavioral character makes tool-level parallelism impossible for TB
I SV lacks multicore semantics for the parallelization of TB

To avoid race-condition Testbench is executed in a different phase
than the RTL, thus making RTL and Testbench execution sequential
I As per Amdahl’s law, the testbench becomes a bottleneck

TESTBENCH

RTL

Hybrid FPGA/CPUs: Co-Emulation Perspective

RTL is synthesizable and can bemapped on FPGAs
Behavioral nature of TBmakes it impossible to map the TB on FPGA
I DPI layer adds an additional drag on the SV co-simulation interface

TESTBENCH

DUT
(mapped
on FPGA)

DPI DPI
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An Introduction to Embedded UVM (eUVM)

eUVM is an HVL build on top of
Dlang (an evolution of C++)

Native Efficiency

Modern Productivity

Multicore Powered

360o Portable Stimulus

Clean Pointer-Less Syntax

HW/SW Coverification RTL

DPI
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SV UVM

SV HVL

RTLBo
tt

om
 U

p
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Constraint Solvers
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uvm.d
1import esdl;
2import uvm;
3class bus_trans: uvm_sequence_item {
4mixin uvm_object_utils;
5@rand ubvec!8 data;
6@rand uint[] payload;
7

8this(string name=””) {
9super(name);
10}
11

12constraint!q{
13payload.length >= 8;
14payload.length < 256;
15foreach (i, elem; payload) {
16if (i > 0) payload[i] > payload[i-1];
17}
18unique [payload];
19} payload_cst;
20}
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Dlang (an evolution of C++)

Native Efficiency

Modern Productivity

Multicore Powered

360o Portable Stimulus

Clean Pointer-Less Syntax

HW/SW Coverification

coverification
1override void connect_phase(uvm_phase phase) {
2fd = open(”/dev/mem”, O_RDWR | O_SYNC);
3if (fd < 0) assert(false, ”Failed to open /dev/mem”);
4mem = mmap(null, HPS_TO_FPGA_LW_SPAN, PROT_READ |
5PROT_WRITE, MAP_SHARED, fd, HPS_TO_FPGA_LW_BASE);
6if (mem == MAP_FAILED) {
7close(fd);
8assert(false, ”Can’t map memory”);
9}
10}
11override void run_phase(uvm_phase phase) {
12super.run_phase(phase);
13load_device_drivers();
14get_and_drive(phase);
15}
16override void final_phase(uvm_phase phase) {
17super.final_phase(phase);
18munmap(mem, HPS_TO_FPGA_LW_SPAN);
19close(fd);
20}
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Perfomance Comparison of UVM Implementations

Platform UVM PyUVM SC-UVM eUVM
Language SV Python C++ Dlang

H
PC

Multicore-Enabled UVM � � � * �
†

Native Data Types � � � �

ABI Compatibility with C/C++ � � � �

M
et
a

‡

User Defined Attributes � � � �

Code Introspection � � � �

Compile-Time Function Eval � � � �

Generative Programming � � � �

*While C++ supports parallelism, SC-UVM and SystemC are Single-Threaded
†eUVM is yet the only Multicore-enabled Implementation of UVM
‡Advanced Metaprogramming features in Dlang enable compile-time

constraint parsing, resulting in Ultra-Fast Constraint Solvers

Legend

� Full Support
� Partial Support
� Not Supported
� Not Applicable

Python Efficacy

Being an interpreted
language, Python is
inherently slow and has
been benchmarked to
be 57x slower than C
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High Performance Testbenching

Multicore Simulation Perspective

eUVM enables Parallelized Testbenches
I the DPI overhead is more than compensated by a much faster

Parallelized Testbench

eUVM TESTBENCH

RTLD
P
I D

P
I

Hybrid FPGA/CPUs: Co-Emulation Perspective

Being ABI Compatible with C/C++, an eUVM testbench can be directly
interfaced with an Emulation Platform
I Since eUVMworks with Native Integral Data-Types, there is No DPI

Overhead

eUVM TESTBENCH
(ABI Compatible with C/C++)

DUT
(mapped
on FPGA)
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The Icing On The Cake – eUVM/Verilator Co-Simulation

Verilator is a popular opensource Cycle-Based* Verilog
Simulator
I On Most Designs, Verilator Outperforms Commercial

Simulators†

To optimize simulation performance, Verilator uses Native
Data Types for signal values
This makes Signal Values in Verilator completely compatible
with eUVM
I Verilator interfaces with eUVM in a seamless fashion, with

absolutely Zero Runtime Overhead

*though the latest Verilator versions support event-driven simulation, it
performs best in cycle-basedmode (–no-timing flag)

†https://github.com/chipsalliance/rocket-chip/issues/2160

"Big 3"
Vendor A

"Big 3"
Vendor B

Verilator
1

thread

Verilator
2

threads

Verilator
4

threads

Verilator
6

threads

Verilator
12

threads

Source: https://verilator.org

Look Ma, No PLI/DPI

eUVM TESTBENCH

Verilated
RTL
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A Parallelized RISCV-DV – A Million Instr/Sec
Speed Matters…

RISC-V on an FPGA-based Emulation executes in order of a million instructions in a second

Remember, High-End Processor Verification requires 1015 instruction cycles
FP

G
A

 P
C

Ie
 B

oa
rd

Performance Over 10M Instr RISCV-DV Test
(All Time Values In Secs)

Instr Count Threads Clock Time Performance RAM Usage
10,000,000 1 57.86 1.00x 4.9 GB
10,000,000 2 31.22 1.85x 4.9 GB
10,000,000 4 18.03 3.21x 5.0 GB
10,000,000 8 10.35 5.59x 5.0 GB
10,000,000 16 5.53 10.46x 5.0 GB
10,000,000 32 4.23 13.68x 5.0 GB
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Enabling RISC-V Ecosystem Integration
riscv-dv code snippet (SV)
virtual function void set_rand_mode();

case (format) inside
R_FORMAT : has_imm = 1’b0;
I_FORMAT : has_rs2 = 1’b0;
S_FORMAT, B_FORMAT : has_rd = 1’b0;
U_FORMAT, J_FORMAT : begin

has_rs1 = 1’b0;
has_rs2 = 1’b0;

end
endcase

endfunction

riscv-opcodes JSON entry
”add”: {

”encoding”: ”0000000----------000-----0110011”,
”variable_fields”: [
”rd”,
”rs1”,
”rs2”

],
”extension”: [ ”rv_i” ],
”match”: ”0x33”,
”mask”: ”0xfe00707f”

},

integrating riscv-opcodes
import std.json, std.algorithms;
void set_rand_mode() {
// opcodes holds JSON entries for all
// risc-v instructions
has_imm =

opcodes[INSTR].array.canFind(”imm”);
has_rs1 =

opcodes[INSTR].array.canFind(”rs1”);
has_rs2 =

opcodes[INSTR].array.canFind(”rs2”);
}

SV RISCV-DV code is tedious to maintain and quite error-prone
I All RISC-V ISA instructions/extensions do not follow a FORMAT

eUVM lets you directly fetch instruction info from riscv-opcodes generated JSON file
I riscv-opcodes is an official RISC-V project on GitHub and allows adding custom instructions

Dowe not get such programming agility when coding in Python/pyUVM/CocoTB as well?

While there is indeed a RISCV-DV port in Python*, it currently generates only 100 instr/sec
I More than an order of magnitude slower than what a RISC-V RTL Simulation can chew

** https://github.com/chipsalliance/riscv-dv/tree/master/pygen/pygen_src
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R_FORMAT : has_imm = 1’b0;
I_FORMAT : has_rs2 = 1’b0;
S_FORMAT, B_FORMAT : has_rd = 1’b0;
U_FORMAT, J_FORMAT : begin

has_rs1 = 1’b0;
has_rs2 = 1’b0;

end
endcase

endfunction

riscv-opcodes JSON entry
”add”: {

”encoding”: ”0000000----------000-----0110011”,
”variable_fields”: [
”rd”,
”rs1”,
”rs2”

],
”extension”: [ ”rv_i” ],
”match”: ”0x33”,
”mask”: ”0xfe00707f”

},

integrating riscv-opcodes
import std.json, std.algorithms;
void set_rand_mode() {
// opcodes holds JSON entries for all
// risc-v instructions
has_imm =

opcodes[INSTR].array.canFind(”imm”);
has_rs1 =

opcodes[INSTR].array.canFind(”rs1”);
has_rs2 =

opcodes[INSTR].array.canFind(”rs2”);
}

SV RISCV-DV code is tedious to maintain and quite error-prone
I All RISC-V ISA instructions/extensions do not follow a FORMAT

eUVM lets you directly fetch instruction info from riscv-opcodes generated JSON file
I riscv-opcodes is an official RISC-V project on GitHub and allows adding custom instructions

Dowe not get such programming agility when coding in Python/pyUVM/CocoTB as well?

While there is indeed a RISCV-DV port in Python*, it currently generates only 100 instr/sec
I More than an order of magnitude slower than what a RISC-V RTL Simulation can chew

* https://github.com/chipsalliance/riscv-dv/tree/master/pygen/pygen_src
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Smarter RISCV Verilator/eUVM-Spike Co-Simulation

RISCV-DV Generator
test.s test.elfLinkerAssembler

Memory Layout

test.o

RISC-V eUVM
SimulationSPIKE

Program
Memory

SV Testbench can only readmemory content from a HEX or a BIN file
eUVM provides a package for ELF parsing
I Parsing ELF file directly helps preserve the Symbol Table Information

eUVM based Cosim environment gets the symbols and the corresponding addresses
I Making it possible to generate the Call-Stack information as the Cosim progresses

Callstack Info for Linux Boot in Spike/Verilator/eUVM Cosim
UVM_INFO ../euvm/shakti_tb.d(406) @ 118064000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] CALL uart_prop () { // 3
UVM_INFO ../euvm/shakti_tb.d(406) @ 118414000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] CALL strcmp () { // 4
UVM_INFO ../euvm/shakti_tb.d(378) @ 119364000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] RET }
UVM_INFO ../euvm/shakti_tb.d(406) @ 119474000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] CALL memmove () { // 4
UVM_INFO ../euvm/shakti_tb.d(378) @ 120234000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] RET }
UVM_INFO ../euvm/shakti_tb.d(378) @ 120524000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] RET }
UVM_INFO ../euvm/shakti_tb.d(406) @ 121034000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] CALL memcpy () { // 3
UVM_INFO ../euvm/shakti_tb.d(378) @ 121824000: tb.uvm_dock.root.uvm_test_top.sb [STACKTRACE] RET }
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Shared-Memory Parallelism

Running multiple simulations is not the most optimized way to utilize a multicore server
I Leads to bloated RAM requirements
I External RAM access is slow and power hungry

The Memory Wall

Modern CPUs (eg Apple M1) integrate a limited on-chip RAM
I On-Chip RAM is an order of magnitude faster and consumes a

lot less power
I Sharedmemory applications, (such as parallelized

simulations) is the recommended way to harness the power
of modern multicore CPUs
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Hybrid FPGA/CPU Cores

With the consolidation of FPGA/CPU domains, large
on-chip FPGA cores shall become increasingly
available on the server-end CPUs in the coming
years

With the plenty of on-chip FPGA resources,
Emulation would become a Low Hanging Fruit,
replacing Simulation
But you will still need a testbench to stimulate the
FPGA-mapped DuT
I It better be fast (Multicore-Enabled)
I It better interface directly with the FPGA (NO DPI)
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