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Abstract—The CHERI architecture equips conventional RISC
ISAs with significant architectural extensions that provide a
hardware-enforced mechanism for memory protection and soft-
ware compartmentalisation. Architectural capabilities replace
conventional integer pointers with memory addresses bound to
permissions constraining their use. We present the first com-
prehensive formal verification of a capability extended RISC-V
processor with internally ‘compressed’ capabilities — a concise
encoding of capabilities with some resemblance to floating point
number representations.

The reference model for RTL correctness is a minor variant
of the full and definitive ISA description written in the Sail
ISA specification language. This is made accessible to formal
verification tools by a prototype flow for translation of Sail
into SystemVerilog. Our verification demonstrates a methodology
for establishing that the processor always produces a stream
of interactions with memory that is identical to that specified
in Sail, when started in the same initial state. We additionally
establish liveness. This abstract, microarchitecture-independent
observational correctness property provides a comprehensive and
clear assurance of functional correctness for the CHERIoT-Ibex
processor’s observable interactions with memory.

I. INTRODUCTION

Despite being known, researched, and partially addressed
by various technical measures for almost half a century [1],
memory error exploitations remain widespread and highly
detrimental to computer security. In 2019, Microsoft reported
that 70% of all security vulnerabilities were caused by memory
safety issues [2], and out-of-bounds write is ranked number
one in the SANS CWE top 25 most dangerous software
errors [3]. The issue is particularly acute for IoT applications;
like many embedded systems, these are often developed in
memory unsafe languages, such as C or C++.

CHERI [4], [5] is an approach to enforcing memory safety
that extends conventional ISAs with hardware-supported archi-
tectural capabilities for fine-grained memory protection and
scalable software compartmentalisation. A capability can be
seen as a memory address—the hardware representation of
a software pointer—that carries additional meta-data, notably
the region of memory its address may access and certain per-
missions constraining the capability’s use. A correct hardware
implementation of an ISA with CHERI extensions ensures that
no memory accesses occur outside the permitted regions and
that the permissions are always respected.

The CHERI architecture further guarantees that capabilities
cannot be created arbitrarily, but only derived from other ca-
pabilities. The system starts with certain root capabilities from
which all other capabilities are derived—whether by a trusted
loader, the OS, a capability-aware compiler, or application
code. Moreover, a new capability can be derived from an
existing one only by narrowing the region of memory it can
access or removing permissions. This crucial non-increasing
monotonicity property is enforced by the hardware and is what
lays the solid foundation for strong memory protection and
software compartmentalisation.

Early designs for CHERI processors had high memory
overhead and memory bandwidth consumption because the
upper and lower bounds on the accessible memory region
were each represented with the same number of bits as
the address [4]. This has been replaced by a sophisticated
scheme of compressed capabilities, greatly improving the
practicality of the approach [6]. This optimisation comes at
the cost of making certain address and bounds combinations
unrepresentable, and a requirement for the microarchitecture
to implement efficient handling of compressed capabilities and
representability checks.

Processors that implement CHERI extensions to RISC-V are
an especially attractive target for hardware formal verification
research. The correctness of the RTL for a CHERI processor
is, of course, the indispensable foundation for the security
guarantees of the CHERI approach. Full and authoritative ISA
specifications written in Sail [7] are already available [8],
[9]. In some cases, Sail was used for the ISA design. The
availability of a full, well exercised, and authenticated ISA
specification eliminates a steep practical barrier to applying
formal verification.

Finally, the significant novelty of a CHERI ISA extension
and the microarchitectural optimisation of its implementa-
tion, including handling of compressed capabilities, presents
opportunities both to uncover bugs and drive developments
in methodology and tooling. The RISC-V base architecture
of a CHERI RISC-V processor also presents a relatively
tractable—though by no means trivial—formal verification
objective, where one might reasonably aim for more compre-
hensive results than only bounded properties.
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• Fork of Ibex 

•                  -RISC-V 

• Capability GPR and CSR register 
file 

• CHERI instructions 

• Capability loads and stores 

• CHERI exceptions

Ibex CHERIoT-Ibex

• Fully open source 

• Vanilla RISC-V 

• Simple 3-stage pipeline: fetch, 
decode / execute, write back 

• Supports misaligned memory 

• Supports compressed (RVC) 
instructions 

• Used in
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Abstract. Despite 20+ years of research on processor verification, it
remains hard to use formal verification techniques in commercial pro-
cessor development. There are two significant factors: scaling issues and
return on investment. The scaling issues include the size of modern pro-
cessor specifications, the size/complexity of processor designs, the size
of design/verification teams and the (non)availability of enough formal
verification experts. The return on investment issues include the need to
start catching bugs early in development, the need to continue catching
bugs throughout development, and the need to be able to reuse verifica-
tion IP, tools and techniques across a wide range of design styles.
This paper describes how ARM has overcome these issues in our Instruc-
tion Set Architecture Formal Verification framework “ISA-Formal.” This
is an end-to-end framework to detect bugs in the datapath, pipeline con-
trol and forwarding/stall logic of processors. A key part of making the
approach scale is use of a mechanical translation of ARM’s Architecture
Reference Manuals to Verilog allowing the use of commercial model-
checkers. ISA-Formal has proven especially e↵ective at finding micro-
architecture specific bugs involving complex sequences of instructions.
An essential feature of our work is that it is able to scale all the way from
simple 3-stage microcontrollers, through superscalar in-order processors
up to out-of-order processors. We have applied this method to 8 di↵erent
ARM processors spanning all stages of development up to release. In all
processors, this has found bugs that would have been hard for conven-
tional simulation-based verification to find and ISA-Formal is now a key
part of ARM’s formal verification strategy.
To the best of our knowledge, this is the most broadly applicable formal
verification technique for verifying processor pipeline control in main-
stream commercial use.

1 Introduction

Modern microprocessor designs apply many optimizations to improve perfor-
mance: pipelining, forwarding, issuing multiple instructions per cycle, multiple
independent pipelines, out-of-order instruction completion, out-of-order instruc-
tion issue, etc. All of these optimizations are supposed to be invisible to the

Accepted for publication at Computer Aided Verification, 2016.
The final publication is available at link.springer.com

End-to-End Verification

• Based on ARM ISA-Formal paper



End-to-End Verification

• Based on ARM ISA-Formal paper 

• Compile Sail specification to 
SystemVerilog module

Sail Specification

Combinational 
SystemVerilog

Sail Compiler



End-to-End Verification

• Based on ARM ISA-Formal paper 

• Compile Sail specification to 
SystemVerilog module 

• Maps architectural state + inputs 
to next architectural state + 
outputs

Combinational 
SystemVerilog 
Specification

Architectural 
State

Instruction

Interrupts

Memory 
Inputs

Memory 
Outputs

Next 
Architectural 
State



End-to-End Verification

• Based on ARM ISA-Formal paper 

• Compile Sail specification to 
SystemVerilog module 

• Monitor start/end of pipeline with 
pipeline follower 

• Check for equivalence 

Sail Specification

Combinational 
SystemVerilog

Sail Compiler (CHERIoT-)Ibex

Pipeline Follower

End-to-End Equivalence Test



Observational Correctness

• Novel extension to end-to-end 
correctness 

• Same sequence of memory 
operations in same order forever 

• ‘Wrap around’ end-to-end checks 

• No higher level result!

Sail Specification

Combinational 
SystemVerilog

Sail Compiler (CHERIoT-)Ibex

Pipeline Follower

End-to-End Equivalence Check

Observational Equivalence Check



Regression?



Property Volume

• Convergence is fast! Takes only ~1 hour 

• ~20 assume-guarantee steps 

• ~700 properties



Theorem Proving

• Introduce lemmas to help the model checker 

• Manual IC3: 

• Search for spurious k-induction traces 

• Introduces lemmas to eliminate them until 
none are left 

• No big secrets! Just hard thought.

Property doesn’t 
prove

Find spurious CEX for 
k-induction for some k

Introduce general lemma 
eliminating that CEX

Property proves



Property Management

• Ordering properties can be painful at scale 

• psgen (proof structure generator) is a config language/tool to: 

• Structure SVA properties in their logical order as a DAG 

• Generate properties concisely 

• psgen is not complete or perfect, but I find it helpful!



Case Splitting

• Many types of instruction, each slightly different, but each requires the 
same property: the state is mutated as per the spec. 

• Any property can be concisely duplicated with variants in precondition or 
some constant



Ibex Load-Store Unit

• Add (iwb) → ibex result = spec result



Graph Induction

• Proves distinct invariants for each node of a finite state machine 

•  

•  

•  

• Incredibly helpful for dealing with any explicit or implied FSM, such as the 
memory unit in Ibex.

□ (State(s) ∧ Invariant(s) → ◯(State(s′￼) → Invariant(s′￼)))
□ (State(s) → ∃s ∈ States ⋅ State(s′￼))
reset → State(s0) ∧ Invariant(s0)



The Future

• psgen (or whatever it will be called in the future) isn’t done - it’s a work in 
progress. 

• Proof script generation 

• Graphical UI 

• Theorem Proving 

• Open source tooling



The Takeaway: 
Simple Tools Can do Incredible Things


